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EXECUTIVE SUMMARY
Human induced regeneration (HIR) is one of a suite of carbon capture initiatives known as
‘methods’ for creating carbon credits that is overseen by the Clean Energy Regulator (CER).
The objective of this study is to develop a suitable methodology to assess the effectiveness of the
HIR projects. To ensure that the method meets the offsets integrity standard of additionality, its
effectiveness is assessed relative to a set of counterfactual predictions. The counterfactual captures
the change in woody plus forest (WF) cover that would have been expected, had a project not
participated in the HIR method.
Overall, the analysis presented here provides strong evidence that projects established under the
HIR method have resulted in significant increases in WF cover in the arid and semi-arid regions
of NSW and Queensland.

DATA
The analysis covers projects located in the arid and semi-arid regions of NSW and Queensland
with at least four years under HIR management. A total of 72 projects in NSW and 51 projects in
Queensland met this criterion, and could be linked with valid geospatial geometries and land
cover data from the FullCAM dataset. That dataset is derived from satellite imagery across
Australia and enables land cover to be classed as open, (sparse) woody, or forest vegetation.
Successful revegetation is taken to be a change from open to either woody or forest cover.

NATURAL VARIABILITY AND PROGRAM ATTRIBUTION
A simple comparison of the per hectare medians of open, woody and forest cover shows a
significant decline in open cover and a corresponding increase in forest cover in NSW and
Queensland after a project entered the HIR method. This trend is much more pronounced in
NSW.
The gain in ground cover pre- and post program entry provides strong but not conclusive
statistical evidence that the HIR method has been effective. This is because distinguishing
between the impact of the HIR method and the counterfactual is confounded by significant
natural variability. Changes in ground cover in a particular carbon estimation area (CEA, the area
of land within a project area where eligible project activities are carried out) depend on the plant
lifecycle, but these effects are overlaid by strong seasonal variations (such as variations in rainfall),
as well as project-specific attributes (such as soil quality). It is therefore important that the CER
undertakes compliance work on a project-by-project basis using the various assurance tools at its
disposal.
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COUNTERFACTUAL
In order to develop a robust counterfactual prediction of the change in cover that would have
occurred without the HIR method, a set of ‘quasi’control areas were constructed for each project.
The underlying modelling framework is an analogue of a field trial by exploiting the
spatiotemporal correlation between the change in ground cover within a CEA and within a
corresponding control area. That is, the framework to forecasting the counterfactual relies on the
inherent correlation between changes in ground cover at sites located in proximity to one another
and over the same timeframe.
To determine a CEA’s control area in a systematic and consistent manner, a set of concentric
circles were extended around each CEA to form three rings, each ring having eight segments
corresponding to a standard compass rose. Each segment was considered a potential control area.
Other CEAs frequently overlap the control rose and these areas were excluded from the rose.
Where a rose segment was completely overlapped, the nearest neighbours were used to impute a
counterfactual coverage.
A model search procedure based on step-wise fitting of a linear regression control model that
included a random project-specific error was then to eliminate insignificant control areas and to
identify those where the change in ground cover was statistically significantly correlated with that
of the CEAs. As might be expected, nearby control areas were more likely to be selected, but
there were also clear differences in the strongest directions of correlation between NSW
(northwest through northeast) and Queensland (south or east). Importantly, the correlation
between actual changes in cover for the CEAs and the same changes observed using the control
areas was approximately 80 per cent.
The final step in the analysis encompassed predicting the counterfactual: the WF cover of the
CEAs had these not participated in the HIR method and therefore the change in cover that can
be attributed to the HIR method. Another linear regression that also included a random projectspecific error was used to model this attribution as a function of whether or not an HIR project
had commenced by a given year, and the number of years that a project had been in the program
by that time. This statistical methodology ensures that errors in the estimation of the control
areas, including measurement errors associated with the national vegetation dataset are subsumed
in the regression error, allowing attribution to be calculated directly from the fitted values
generated by the regression model. A numerical technique known as the ‘bootstrap’ was used to
derive a numerical approximation to the underlying sampling distribution of this attribution, thus
allowing calculation of confidence bounds.
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The results of the analysis suggest that, in 2020, and compared to the average levels of ground
cover prior to program entry, the entry of projects in the HIR method accounts for:
•

an increase in WF cover of 17.8 per cent in NSW, with a 95 per cent confidence interval
between 16.5 and 19.0 per cent; and

•

an increase in WF cover of 9.5 per cent in Queensland, with a 95 per cent confidence
interval between 7.7 and 11.3 per cent.

ROBUSTNESS OF RESULTS
Two additional tests were conducted to ensure that the estimated attribution of the change in
ground cover to the HIR method is robust.
Both tests addressed concerns about ‘cherry picking’; that is, that more promising or ‘prospective’
projects would have entered the program at its inception, and that subsequent projects would be
less prospective. The logic behind the argument for this is not clear as land that is more
prospective for carbon capture is also likely to also be more prospective in other uses. This
would make it less likely that more prospective projects would enter the program early.
For the first test, two alternative measures of attribution were calculated, both of which would
have detected evidence of cherry picking by assigning projects that entered the program early a
lesser weight. Neither alternative was significantly different from the original estimated attribution,
and both were less efficient.
The second test investigated whether the presence of a significant relationship between the length
of time a project had been in the program and the level of attribution associated with that project
was essentially due to time of entry into the program. This test scrambles the times of program
entry to create a permutation distribution of attributions. For both NSW and Queensland, the
test confirmed that although there is a highly significant relationship between the length of time a
project has been in the HIR program and the observed attribution, this does not seem to be
related to when the project entered the program.
Overall, the analysis provides strong evidence that the HIR method has resulted in significant
increases in WF cover in the arid and semi-arid regions of NSW and Queensland, noting that
there are differences between the two states and the need to better understand these.
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1.

OBJECTIVE OF THE STUDY AND SCOPE OF THE
ANALYSIS
Human induced regeneration (HIR) is one of a suite of carbon capture initiatives known as
‘methods’ for creating carbon credits that is overseen by the Clean Energy Regulator (CER). The
HIR method supports activities that encourage regeneration of Australian native tree species that
are local to a project’s area. 1
The objective in this study is to develop a suitable methodology to assess the effectiveness of the
HIR method. To ensure whether the method meets the offsets integrity standard of additionality,
effectiveness is measured relative to a counterfactual prediction. The counterfactual captures the
change in woody plus forest (WF) cover that would have been expected, had a project not
participated in the HIR method.

1.1.

SCOPE OF THE ANALYSIS
The analysis presented here covers projects in the arid and semi-arid regions of NSW and
Queensland. Projects with an establishment date prior to 2017 and thus with at least four years
under HIR project management were selected. There are a total of 75 projects in NSW and 52
projects in Queensland that met this criterion. A few projects had to be excluded due to data
issues, bringing the total number of projects to 72 in NSW and 51 in Queensland.
The projects in each State were analysed separately. This was done because of the potential
differences in climate, landform, and management requirements.
This report is structured as follows:
•

Section 2 describes the conceptual approach used to evaluate the effectiveness of the
HIR method and provides a summary statistical analysis of the project data;

•

Section 3 sets out the statistical methodology used to model the attribution of WF cover
to the HIR method and various tests to assess the robustness of these results; and

•

Section 4 identifies remaining issues that may be addressed going forward.

Appendix A describes the statistical methodology used in detail.

http://www.cleanenergyregulator.gov.au/ERF/Pages/Forms%20and%20resources/Regulatory
%20Guidance/Sequestration%20guidance/Human-Induced-Regeneration-projects-and-how-they-affect-themanagement-of-land-at-a-property-scale.aspx; accessed 1 October 2021.
1
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2.

CONCEPTUAL APPROACH AND DATA
The approach set out in this report is generic in that it could be applied to projects in any region
in Australia using existing data sources. Estimating the effect of management in local or regional
environments, with appropriate statistical measures of reliability presents some challenges. The
activities are in situ, are often implemented without an experimental design in mind, and
controlling for the natural variation in the environment is challenging.
In this section we set out:

2.1.

•

the issues that arise in attributing changes in WF cover to the HIR method; and

•

a series of descriptive metrics and statistics that represent the first steps in assessing
observable differences in land cover.

THE ISSUE OF ATTRIBUTION
It is useful to have a view about the problem of attributing a level of reforestation to participation
in the program, regardless of approach.
A conceptual model of reforestation is shown in Figure 2-1. In Figure 2-1, a standard ‘sigmoidal’
(S-shaped) growth curve represents the expected path between the current level of cover and the
longer-term potential cover. Overlayed on this curve are random variations due to, say, seasonal
conditions. In the early years of the reforestation process, growth rates are slow, and the seasonal
variation is large relative to the level of cover. What the curve serves to illustrate is the problem of
measuring change early on, and of attributing that change to the effects of human intervention.
Adding to the problems of measuring changes in forest cover and attributing these changes to an
intervention are differences between projects that affect the level and rate of reforestation that can
be achieved. Climate and soils vary by location, and management practices will vary as well. As a
result of these factors, there may be additional differences between projects that might otherwise
be in close proximity to one another and thus be subject to the same climatic conditions.
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Figure 2-1. A conceptual model of human induced reforestation: Expected trend in cover with
seasonal variation

Note:
The scales of the figure are not intended to be representative.
Source: AnalytEcon.

Identifying an existing trend in the initial stages of a project will require some form of ‘control’
over the natural variation in land cover between projects and over time for a given project.
Control in this context is not about experimental design but the correlation that occurs between
what happens at the location of interest and locations that are nearby. It could also take the form
of ancillary information on, for example, local climate and seasonal conditions. The task here is
to define a meaningful counterfactual that can serve as an indication of how changes in WF cover
for a project would have evolved, had the HIR method not been implemented. This brings us to
into the domain of statistical modelling as opposed to the comparison of average values.

2.2.

SPATIO-TEMPORAL MODELLING
Spatial correlation is generally associated with geographic proximity. Temporal correlation is
associated with proximity in time. Both forms of correlation tend to decline with separation.
Either suggest an underlying causal relationship through shared characteristics that influence what
is being measured at different locations and/or at different points in time, in this case, the extent
of land cover. However, proximity itself is not a cause.
Correlation is a potential avenue for creating ‘quasi-experimental’ controls in field trial setting. By
this we mean that there may be nearby areas that allow us to create a valid counterfactual
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prediction of what we would expect to observe in the ‘treatment’ area had the treatment – i.e., the
HIR intervention – not taken place. More specifically, we are looking to use the correlation
between the target (project) and the controls that existed prior to treatment in order to make our
counterfactual prediction.
Relying on correlation to establish a counterfactual clearly requires that the correlation structure
we are using remains stable going forward in time. Here, this assumption is necessary, and the
risk limited if we have an understanding of the underlying basis for why the correlation exists, and
what might serve to break it. In the current context where the correlation of interest relates to
proximate land parcels that are subject to the same or very similar seasonal and climatic
conditions, the assumption of stability does not seem of great concern.
It should also be noted that we are not really concerned about whether our sites are physically
similar, for example, in terms of the mix of land covers or soil types. What is of interest is
whether changes in land cover in the project area are correlated with changes in land cover in our
controls though time, as might occur if they share similar seasonal conditions. That is, while the
target and the controls may initially differ in terms of vegetation and other characteristics, the
year-on-year change in cover should be comparable.

2.3.

THE DATA
Various data sources were used and combined for the analysis described in this report.

2.3.1. Project data
As noted above, the HIR method is designed to encourage regeneration of locally native forest
tree species. Eligible activities must be conducted within a project area but may not occupy the
entire space. A carbon estimation area (CEA) is an area of land within a project area where
eligible project activities are carried out, consistent with Emissions Reduction Fund legislation and
the rules of the relevant method. Each CEA must cover at least 0.2 of a hectare.
The project data, as provided, is in the form of ESRI shape files with latitudes and longitudes in
degrees. For the individual projects being analysed there is a detailed polygon coverage of the
CEA. Within the CEAs there are exclusion areas or ‘islands’. The islands consist of areas that
were classified as established woody or forest vegetation, as well as land not suitable for or elected
not to be used for regeneration. There is also administrative information on the registration and
commencement date of the projects.
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2.3.2. Land categories
The land cover data are from the FullCAM database, and are derived from satellite imagery
across Australia. Land is classified into three categories (Australian Government 2020): 2
•

non-woody, referred to here as ‘open’;

•

sparse woody, referred to here as ‘woody’ vegetation; and

•

woody vegetation (forest), referred to here as ‘forest’ cover.

Successful revegetation is taken to mean a change from open to either woody or forest cover. In
terms of the individual coverage there is an underlying progression from open to woody and
from woody to forest. The data are in raster format on a 25-metre grid. Within a square hectare
there are 16 pixels with associated land covers. The FullCAM’s Land and Forest classification
data are available on a consistent basis at irregular intervals from 1988 through 2004 and then
annually though to 2020. There are a total of 25 annual datasets divided into tiles for the purpose
of data management. The units are degrees of latitude and longitude. All data are projected into
Universal Trans-Mercator (UTM) coordinates with distance in metres.

2.3.3. Data preparation
The project data (CEAs) were combined with the FullCAM data so as to place these data in a
broader geospatial context that permits appropriate controls to be determined.
The data were prepared using geospatial facilities in the R statistical programming language.
Aside from the basic reading and accessing of the shape and raster files, R libraries contain
functions for geometric operations such as the intersection and union of polygons. These
operations require the geometry of the polygon coverage to be valid in the sense that an excluded
area is fully contained in an included area. In some instances, islands in the CEA appeared to be
misclassified in that they were not enclosed, and perhaps actually included areas of the CEA. As a
result of such data problems, a total of three projects had to be removed from the dataset in
NSW and one in Queensland, leaving a total of 72 projects in NSW and 51 in Queensland.
The national vegetation dataset (i.e., FullCAM) tile or tiles that fully enclose the project area and
control areas were identified. To extract the cover relevant to the CEA and the control areas,
polygons were intersected with the raster(s) and the cover was extracted as pixel counts for each
land use class. The pixel counts were then placed on a per hectare basis.

Sparse woody is defined as woody vegetation with a canopy cover between 5-19 per cent. Forest is defined as
woody vegetation with a minimum 20 per cent canopy cover, at least 2 metres high and a minimum area of 0.2
hectares.

2
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An example of the CEAs and the excluded islands is provided in Figure 2-2. The boundary area
of the CEA is shown in the left-hand figure. It frames the polygon areas that define the CEA.
Within these polygons are the excluded island polygons. In the righthand figure only the
excluded islands are shown. The islands are widely dispersed within the CEA, consisting of areas
with already established woody and forest cover or areas otherwise not suitable for revegetation.
The excluded areas are potentially of interest as they may serve as internal controls under suitable
conditions, for instance, if changes in land cover in these excluded areas are not affected by HIR
management practices.
Figure 2-2. A project carbon estimation area (left) and the excluded islands (right)

Source: AnalytEcon.

9

2.4.

PROJECT INFORMATION

2.4.1. Summary statistics
The average project age in NSW, from start date through 2020, is 8.1 years. The corresponding
average project age in Queensland is 5. 8 years.
Summary statistics for the physical areas of the projects in each State are presented in Table 2.1.
While the average and median values for the areas in Queensland are larger than those in NSW,
they share some common characteristics. The median area is well below the mean, since there
are a large number of relatively small projects and a smaller number of very large projects that
skew the distribution strongly to the right. 3 The standard deviation is of the same order as the
mean (and is therefore relatively large). Roughly about 10 per cent of the total project area is
classified as unsuitable for carbon farming.
Table 2-1. Summary statistics for the carbon estimation and excluded islands areas
State/Area

Mean

Median

Std Dev

25th
Percentile

75th
Percentile

Carbon estimation (Hectares)

17,341

13,029

18,019

8,352

21,889

Excluded islands (Hectares)

1,939

1,463

1,957

798

2,166

Excluded islands (Per cent)

11.2%

11.2%

Carbon estimation (Hectares)

29,096

18.038

28,548

11,591

37,790

Excluded islands (Hectares)

3,280

1,694

3880

1,076

4,055

Excluded islands (Per cent)

11.3%

9.4%

NSW

Queensland

Source:

AnalytEcon.

While the mean is a simple average of a list of numbers, the median is the middle number in the sorted version
of this list. Averages are susceptible to outlying values, while medians are not.

3
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2.4.2. Pre- and post-project land cover
The different types of land cover in the NSW project areas prior to and after project start are
shown on a pixel per hectare basis in Table 2.2, and for Queensland in Table 2.3.
A large proportion of the area within the CEAs consists of open land cover and limited forest
cover. This is an average over the entire pre-start period, not from the period immediately prior
to the start of a particular project. Within the CEAs there is a large proportion of open land
cover, but all have some (usually very small) areas of forest cover prior to the start of each project.
As the CEA is required to exclude forest cover, this may be the results of measurement errors,
either in the FullCAM database or in the geocoding of the CEAs. 4 However, we are measuring
changes over time in the level of cover. So we are only considering the additional area of forest
cover over the base; the base cover is irrelevant.
In the excluded areas the most obvious characteristic is the large proportion of forest cover.In
comparing the pre- and post-(program) start covers, there is a clear increase in woody and forest
cover in NSW (Table 2-2). In the excluded areas in NSW there has been an increase in forest
cover mostly at the expense of woody cover. This increase is not credited under the HIR method
but may indicate that management practices have had a positive effect on reforestation in the
excluded areas as well.
Table 2-2. Summary statistics for the NSW CEAs and excluded islands covers (pixel per
hectare, pre- and post-project start date)
Carbon estimation area
State/
Cover

Excluded island areas

Mean

Median

25th
Pctl

75th
Pctl

Mean

Median

25th
Pctl

75th
Pctl

Open

6.48

6.79

4.39

8.64

5.63

5.77

3.26

7.75

Woody

4.17

3.78

2.38

5.97

3.92

4.29

2.56

5.87

Forest

1.26

0.72

0.38

1.48

5.87

5.36

3.42

6.77

Open

4.84

4.63

2.93

6.76

5.31

5.00

3.21

7.02

Woody

4.44

4.09

3.15

5.89

3.06

2.71

1.74

3.98

Forest

2.59

2.18

1.33

3.56

7.10

6.95

5.01

8.60

Pre-start

Post-start

Note:
Source:

Pixels per hectare may not add to 16 due to the irregular shapes of the CEAs.
AnalytEcon.

The CER notes that project proponents are required to stratify out pre-exisitng forest cover from CEAs under
the method. Evidence requirements for compliance were enhanced by the 2019 HIR rule and guidelines.

4
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The pattern in Queensland is similar but less pronounced than in NSW (Table 2-3). That is,
woody and forest cover has increased at the expense of open land cover.
Table 2-3. Summary statistics for the Queensland CEAs and excluded islands coverages (per
hectare, pre- and post-project start date)
Carbon estimation area
State/
Cover

Excluded island areas

Mean

Median

25th
Pctl

75th
Pctl

Mean

Median

25th
Pctl

75th
Pctl

Open

6.83

6.74

5.10

8.46

5.64

5.30

3.12

7.69

Woody

3.20

3.27

2.19

4.28

2.66

2.30

1.36

3.61

Forest

1.45

0.97

0.40

2.07

5.82

5.63

2.99

8.50

Open

6.16

6.00

4.59

7.67

5.74

5.47

3.98

7.68

Woody

3.43

3.41

2.62

4.12

2.19

1.90

1.02

3.06

Forest

1.86

1.74

0.90

2.29

6.32

6.23

4.26

8.00

Pre-start

Post-start

Note:
Source:

Pixels per hectare may not add to 16 due to the irregular shapes of the CEAs.
AnalytEcon.

2.4.3. Distribution of pre- and post-start covers for CEAs
The distributions of the pre- and post-start covers for the CEAs, as measured in pixel counts per
hectare, are shown in a series of box and whisker plots in Figure 2-3 and Figure 2-4. The box
represents the middle 50 per cent of the data (the interquartile range), while the two lines above
and below the box (the ‘whiskers’) capture the bottom and top end of the expected range of the
data. The red dots are extreme observations or outliers that may not be representative of what is
of interest.
The line through the middle of each box is the median. The median is a robust measure of the
central point of the distribution and, unlike the mean, is not sensitive to outliers. Importantly the
width of the ‘notch’ on each side of the median line is the 95 per cent confidence interval for the
median.
Figure 2-3, for example, shows the covers for NSW CEAs pre- and post-start of the HIR projects.
When we compare the pre-start and post-start notches for forest cover, the bottom of the poststart notch is above the top of the pre-start notch. The implication is that the difference in the
medians is significant at the 95 per cent confidence level. There has therefore been a significant
upward shift in the middle of the distribution. The post-start decline in the open cover median is
also statistically significant at the 95 per cent confidence level. The change in the woody cover
median is not significant. This finding is likely to reflect the natural progression of land cover
from open to woody and from woody to forest.
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It is also clear that NSW forest cover pre- and post-project start varies quite substantially between
CEAs, as shown by the number of outliers. The existence of these outliers is cause for
investigation in that the CEAs should, for the most part, exclude forest cover. These outliers are
associated with just a few projects that have been identified and forwarded to CER for
investigation.
Figure 2-3. Pre- and post- project start covers in the NSW carbon estimation areas

Source:

AnalytEcon.

The corresponding CEA distributions for Queensland are shown in Figure 2-4. While not as
pronounced, the pattern is the same as for NSW. The decline in the open cover median is
significant at the 95 per cent confidence level, as is the increase in forest cover.
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Figure 2-4. Pre- and post-project start covers in the Queensland carbon estimation areas

Source:

AnalytEcon.

Overall, the differences in the CEA cover distributions indicate a significant level of regeneration
has occurred in NSW and Queensland. However, the extent to which this is due to project
participation, as opposed to random factors such as seasonal and other conditions cannot be
inferred from these statistics alone. They should be interpreted as a necessary, or perhaps more
importantly reassuring, condition, though not a sufficient condition, to conclude the HIR projects
has been effective.

2.4.4. Distribution of covers for the excluded areas
Pre- and post-start covers in the excluded areas in NSW and Queensland are shown in Figure 2-5
and Figure 2-6, respectively. The variability of covers in the excluded areas is extreme compared
to that of the CEAs. The covers were rescaled by taking the 4th or quartic root to better visualise
the data, so a median of 1.5 corresponds to an actual value of a little over five, and a value of two
would be 16. Some of the forest cover outliers generate pixel counts per hectare well above 16.
This would be due to the irregular shapes of the excluded islands. Total pixel counts across the
three covers are likely to exceed or fall below 16 for the same reason as well. However, as we are
concerned with the average changes per hectare over time for each project, the variation in pixel
counts per hectare between projects will cancel out.
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In NSW, the median post-start forest cover is significantly higher than over the pre-start period in
the excluded areas (Figure 2-5). The decline in the woody cover is also significant. However, the
change in open cover is not. As the sum of all the covers per hectare is essentially fixed, the
change in the sum of forest and woody cover will not be significant at the 95 per cent confidence
level either. The implication is that covers in the excluded islands may be a reasonable control
for levels of WF (woody plus forest) cover in the CEAs.
Figure 2-5. Pre- and post-project start coverages the NSW excluded areas

Source:

AnalytEcon.

There are no significant differences in the medians of the Queensland excluded area covers
between the pre and post periods (Figure 2-6). The excluded areas appear to be a reasonable
control for the Queensland CEAs.
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Figure 2-6. Pre and post project start coverages the Queensland excluded areas

Source:

2.5.

AnalytEcon.

THE EXTERNAL CONTROL AREA
An external control area was developed for each project to establish a counterfactual for the
effects of the HIR projects. The external control area is designed to maintain a clear sense of
direction and distance while aggregating the raster layer to a suitable area. It also allows for spatial
correlation to vary with direction as well as distance. The external control area consists of
concentric rings, with each ring consisting of the eight segments of a compass rose (Figure 2-7).
The centre of the rose is the centroid of the CEA, and this first ring encloses the CEA with a
small 100 metre buffer about each project. The area of the CEA is excluded from the inner ring.
The outer two rings extend, successively, to 7.5 kilometres. The external control area contains 24
individual segments.
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Figure 2-7. A project area and surrounding control rose

Source:

AnalytEcon.

Other projects can and frequently do intersect with the external control area and therefore need
to be excluded. This is computationally intensive, but is a straightforward application of taking the
intersection between two sets of spatial polygons. The raster layer inside the external control area
which intersects another project area is set to a flag value (-1). The values of the raster layer are
extracted as a sum of each cover in each segment, exclusive of any CEAs. The area of the
segment was adjusted by the ratio of the admissible cover counts to the total count that includes
the flagged values. The three cover values are then put on a per hectare basis.
Figure 2-8 is an example of CEAs with external control areas that overlap with other projects.
The rose is constructed using polar coordinates on the plane with distances in metres and then
projected to UTM, whereas the project area is a projection of latitudes and longitudes to UTM.
Nevertheless, the rose serves to create segments centred in eight equally spaced direction to allow
for directional (anisotropic) spatial correlation with an unknown structure.
The extent of the overlap with other projects ranges from none and small to extensive. Examples
of light and heavy overlaps are shown in Figure 2-8. Entire segments of the rose are eliminated in
some instances, although elimination of a complete quadrant is rare. When a segment or
segments are missing, an average of up to four nearest neighbouring segments was used as an
imputed value. Counts within segments that are partially overlapped were adjusted to a per
hectare basis using the area of the segment that is not overlapped.
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Figure 2-8. Examples of the overlaps of other projects with the control rose

Source:

AnalytEcon.
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3.

METHODOLOGY AND RESULTS
The methodology used to assess the effectiveness of the HIR method was applied in stages:

3.1.

•

in the first stage, the counterfactual measurements for each project – the expected
cover in the CEA had the project not been initiated – were created;

•

in the second stage the differences between the actual and counterfactual covers were
used to predict the additional cover that could be attributed to participation in the
HIR method;

•

lastly, two tests of whether this extra cover was causally linked to participation in the
HIR method were carried out, both relating to the decision to enter the program at a
particular point in time.

ESTIMATING THE COUNTERFACTUAL COVER
For each project CEA, a counterfactual was first constructed by fitting a mixed effects additive
control model to the pre-start data (i.e., the data available before projects entered the HIR
method) for all project CEAs. Combining this model with the pre-start data from the control
areas then enables us to predict the post-start project CEA values, here the sum of woody and
forest (WF) cover. These predictions constitute the counterfactual for each project CEA, i.e.,
the level of WF cover that would be expected assuming that the project had not become part of
the HIR method.
The control model is used to reduce the contribution of different sources of variation in the
CEA cover, in essence to amplify the signal to noise ratio. The first source of statistical noise
arises due to fixed differences between CEAs, for instance, local characteristics such as
landform, that do not change over time. The second source of statistical noise are the factors
that vary over time such as seasonal conditions. It is only this second source of noise – the
temporal variation within each project CEA – that needs to be controlled. Controlling for this
temporal variation requires a strong spatio-temporal correlation; that is, that the change in cover
in the project area needs to be correlated with the change in cover in the control areas. For the
purposes of constructing counterfactuals, differences in fixed spatial effects between target and
control areas do not really matter, although they will explain, in part, why there is a common
response to say, seasonal conditions. For example, the target area may have 10 per cent forest
cover and the control area 30 per cent. What matters is that under favourable or unfavourable
seasonal conditions the covers in these two areas change in about the same proportion. The
fixed differences in these covers cancel out.
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Ideally our control areas would convey unique information about the project CEA. The
information from the excluded areas is different from that provided by the compass rose;
directionality in spatial correlations imply the eastern segments of the rose have different
information from the western segments. If we include controls that share, too much of the same
information the control model will become an unstable predictor. A model built using a wide
variety of inputs will often be a better predictor of what will happen when these inputs change
compared with one built using a much more limited range of inputs, even though the latter may
better ‘explain’ the data used to build the model. By this we mean that we have a model that
may fit the pre-start data very well but can be a very poor predictor of what would have
happened in the CEA if the project had not entered the program. This is known as an overfitted
model, one that depends too heavily on the exact conditions that prevailed prior to project
commencement that are likely not to be met afterwards.
We have limited this problem by including a random effect specific to each project area in the
control model. This technique captures the inherent differences between projects that do not
change over time, for instance differences in soil type. However, even with this feature we still
have a very large number of potential control variables, some of which have little explanatory
power as far as predicting pre-start CEA cover. Leaving these variables in the model can lead to
overfitting and potential instability in predicting post-start CEA cover. We therefore identified
the final control model only after going through a model reduction process. This starts with all
control variables included in the model and then, on a variable-by-variable basis, removal of the
least significant one, refitting the model once again and repeating the process until all control
variables remaining in the model are significant explanators of pre-start project CEA cover.
All three covers (open, woody and forest) in the excluded areas are candidates for selection in
the above model reduction process. However, since the size of the excluded area within a
project CEA is fixed, the sum of all three covers is relatively constant, and so only one or two
out the three were eventually selected. The rose segments constitute the external control areas,
and here only the sum of woody and forest (i.e., WF) cover in each segment is considered for
inclusion in the control model. Again, this is because segment areas are fixed and so inclusion of
open cover does not add any new temporally varying information.

3.1.1. NSW control model
The estimated control model parameter values for WF cover in the NSW project CEAs are set
out in Table 3-1. The model includes an intercept, representing the average pre-start cover after
allowing for the other model covariates, as well as terms corresponding to those control areas
identified by the model selection process. The control areas associated with the rose segments
are numbered by ring and by ring segment. Thus, Ring 1.1 corresponds to first ring and first
northerly segment, with ring segments numbered clockwise around the compass rose.

20

The estimates presented in Table 3-1 show that both the excluded area open cover and the
excluded area forest cover are highly significant in the NSW control model, and that the
remaining external control areas in the model are all significant or highly significant, with the
smallest t-value greater than 2.2. As we would expect with spatial correlation, proximity is
important. Aside from the excluded areas, the inner ring contributes 5 control areas, the middle
ring four and the outer ring three control areas. The orientation of the ring controls favours the
northwest through the northeast, with the remaining four control areas lying south to southwest.
Table 3-1. NSW CEA control model
Control area

Estimate

Standard error

t-value*

(Intercept)

3.773

0.315

11.978

Excluded Open Count

-0.442

0.019

-23.114

Excluded Forest Count

0.046

0.010

4.605

Ring 1.1 Woody + Forest

0.082

0.018

4.565

Ring 1.2 Woody + Forest

-0.041

0.018

-2.274

Ring 1.3 Woody + Forest

0.146

0.021

6.920

Ring 1.5 Woody + Forest

0.047

0.016

2.932

Ring 1.7 Woody + Forest

0.086

0.016

5.306

Ring 2.1 Woody + Forest

-0.044

0.020

-2.249

Ring 2.2 Woody + Forest

0.141

0.021

6.627

Ring 2.3 Woody + Forest

0.088

0.022

4.020

Ring 2.5 Woody + Forest

-0.044

0.020

-2.253

Ring 3.1 Woody + Forest

-0.089

0.023

-3.889

Ring 3.6 Woody + Forest

0.059

0.020

2.912

Ring 3.8 Woody + Forest

0.116

0.023

5.080

Notes:

Source:

Model estimates are based on 1,185 pre-start data values from a total of 1,800 observations for 14
control areas.
Areas are measured in pixel counts per hectare, so the scale of intercept is the same. Other
estimates are multiplying factors applied to control area counts.
* The t-value is a measure of the statistical significance of an estimate. Absolute values between 2
and 3 are usually taken as significant while values above 3 are considered highly significant.
AnalytEcon.

3.1.2. Queensland control model
The estimated control model parameter values for WF cover in the Queensland project CEAs
are set out in Table 3-2. In this model, the woody cover in the excluded areas replaces the open
cover in NSW, with both covers highly significant. All the control segments in the rose, of which
there are three more than in NSW, are either significant or highly significant. There is a similar
pattern in terms of the contribution from the rings; however, the orientation is quite different.
Most significant controls lie to the south and to the east.
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Table 3-2. Queensland CEA control model
Control Area

Estimate

Standard Error

t-value *

(Intercept)

-3.490

0.312

-11.186

Excluded Woody Count

0.372

0.023

16.283

Excluded Forest Count

0.445

0.020

21.820

Ring 1.1 Woody + Forest

0.041

0.019

2.120

Ring 1.3 Woody + Forest

-0.090

0.018

-5.097

Ring 1.4 Woody + Forest

0.076

0.017

4.566

Ring 1.6 Woody + Forest

0.081

0.022

3.726

Ring 1.7 Woody + Forest

0.086

0.021

4.165

Ring 1.8 Woody + Forest

0.118

0.022

5.463

Ring 2.2 Woody + Forest

-0.063

0.023

-2.706

Ring 2.3 Woody + Forest

0.105

0.021

4.921

Ring 2.4 Woody + Forest

0.103

0.027

3.782

Ring 2.5 Woody + Forest

0.047

0.021

2.267

Ring 2.6 Woody + Forest

-0.105

0.032

-3.243

Ring 3.3 Woody + Forest

0.082

0.025

3.325

Ring 3.4 Woody + Forest

-0.079

0.027

-2.938

Ring 3.6 Woody + Forest

0.249

0.029

8.591

Ring 3.7 Woody + Forest

0.225

0.060

3.734

Notes:

Source:

Model estimates are based on 929 pre-start data values from a total of 1,275 observations for 17
control areas.
Areas are measured in pixel counts per hectare, so the scale of intercept is the same. Other
estimates are multiplying factors applied to control area counts.
* The t-value is a measure of the statistical significance of an estimate. Absolute values between 2
and 3 are usually taken as significant while values above 3 are considered highly significant.
AnalytEcon.

3.1.3. Control model fit
The overall fit of both control models, in terms of explained variation in WF cover in the
project CEAs, is high. The percentage of the variation explained, typically referred to as the
model R-Square, is 99 per cent in NSW and 96 per cent in Queensland. However, a significant
contributor to these R-Square values is the variation in the project-specific random effects, which
represent differences in average WF cover between project CEAs. When the control models
are re-fitted without these random effects (i.e., the model noise now includes both betweenproject variation as well as within-project variation), the R-Square values reduce to 81 per cent
and 70 per cent respectively. These values are still high for the type of spatio-temporal data
underpinning these models.
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As previously noted, we are principally concerned with the variation over time in the CEAs. In
this context, we first observe that there is significant autocorrelation in the within-project control
model residuals in both NSW and Queensland. 5 However, the variation associated with these
residuals is extremely small relative to the overall variation in WF cover values in the project
CEAs prior to the start of the HIR method. In the following we have therefore ignored this
issue.
Our main concern is whether the predicted values generated by the control model adequately
capture the temporal dynamics of WF cover in the CEAs. To examine this, the first differences
in CEA covers (i.e., the year-on-year changes) were correlated with the first differences in the
corresponding control model predictions. This was done separately in the period prior to
program start and in the period post program start. Differencing essentially removes all time
invariant effects explained by the control model, including the project-specific random effect. A
significant change in the correlation going from pre-start to post-start is therefore indicative of a
potential change in the temporal dynamics and a corresponding potential issue with the ability of
the counterfactual to track these dynamics.
These correlations are shown in Table 3-3. Their squared values are a measure of how much of
the temporal variability in the observed WF cover in the project CEAs is accounted for by
corresponding temporal variability in the control model predictions.
Table 3-3. Correlations between first differences: CEA WF cover versus WF cover
predictions based on the control model
Pre-program start period
(Estimation period)

Post-program start period
(Prediction period)

NSW

0.810

0.831

QLD

0.805

0.805

State

Source:

AnalytEcon.

Autocorrelation is the correlation in model errors over time. The presence of significant autocorrelation in the
within-project errors implies that observations for a given project are not independent after controlling for
model covariates. Since there are effectively fewer than the 25 observations for each project, the t-values
associated with the control model fits are to some extent overstated. This can lead to a model that predicts
differences between projects well but does not perform as well over time in terms of predicting the deviations
from within-project predictions that are based on an assumption of independence. This is an issue that merits
further analysis if there is a need to look more deeply at how the model performs in the temporal domain.
5
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Table 3-3 shows that in the pre-start period, the year-on-year changes in the values predicted by
the model account for about 65 per cent (the square of 0.81 is 0.6561) of the temporal variation
in the CEA WF cover in both periods for Queensland and NSW. This percentage increases
slightly post-commencement in NSW. In Figure 2-3 and Figure 2-4 it was clear that the
distribution of WF cover became more compact and with fewer outliers post program start,
potentially indicating that seasonal conditions were less variable over this period. In the absence
of any impact associated with participating in the HIR method one would have therefore
expected that the correlations shown in Table 3-3 should decrease post-program start. The fact
that they do not is indicative that there may be an impact. More importantly, the post-start
predictive capacity of the models appears to be stable over time and reduces the noise level in
the changes in the CEA values by well over half.

3.2.

MODELLING THE ATTRIBUTION TO THE HIR PROGRAM

3.2.1. The attribution model
Modelling the change in cover that can be attributed to the HIR method is based on the
difference between actual observations and the corresponding counterfactual predictions
derived from the control model for WF cover. Over a longer period these differences would be
expected to follow a sigmoidal curve as shown in Figure 2-1. However, given the relatively short
time that the HIR method has been operating, we have approximated this curve as being
additive and linear as a function of time. That is, the model approximates the difference in WF
covers as being made up of two components:
•

the first is a fixed contribution associated with participating in the HIR method; and

•

the second is the contribution associated with the length of time in the program.

Following the methodology outlined in Appendix A, the attribution model is therefore given by:

where:

i and t denote a project and year respectively;
is the difference between the actual cover and its counterfactual estimate;
is an indicator variable taking the value 1 on or after program start and 0 before
program start;
is the number of years a project has been in the program, zero if not yet in the
program;
and

are fixed effects coefficients to be estimated;
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is a random project effect; and
is an error term, assumed to be uncorrelated noise.
That is, the difference between the actual and counterfactual values of a project CEA's WF
cover for project i in year t depends on whether project i had commenced on or before year t
and on the number of years that project i had participated in the HIR method as of year t, as
well as specific characteristics of the project captured in the random project effect, and an error
or noise term.
The issue of how measurement error impacts on this model depends on where it occurs. The
errors in the counterfactual and any measurement errors are also in the attribution and are
therefore captured in the random effects and the residuals. Errors in the post start date indicator
variable and time in program are limited to the first year in the program as all projects do not
start on the same date within a year. This is a potential source of bias in the estimates. However,
it should be small given the average age of the projects.
The estimates of the fixed effects coefficients for the attribution models for NSW and
Queensland are shown in Table 3-4. Thus, the attribution for a NSW project that has been in
the HIR program for 2 years would be 0.447 + 2×0.681 = 1.809 pixels/hectare. Conversely, this
attribution is zero for all years prior to program entry. State level average attributions were
calculated by averaging the contributions from the fixed effects in each State-specific model over
all the years each project in the State has been in the HIR method.
Table 3-4. Estimation results for the NSW and Queensland attribution models (pixel counts
per hectare).
State/Fixed Effect
Parameter

Estimate

Standard Error

t-value *

Post-start

0.447

0.036

12.314

Years in

0.681

0.007

9.486

Post-start

0.113

0.047

2.400

Years in

0.055

0.011

4.997

NSW (1,800 observations)

QLD (1,275 observations)

Notes:

Source:

Estimates based on all 1998 – 2020 values of WF cover in CEAs.
* The t-value is a measure of the statistical significance of an estimate. Values between 2 and 3 are
usually taken as significant while values above 3 are considered highly significant.
AnalytEcon.
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3.2.2. Constructing finer level attribution estimates
The attribution model can be used to estimate the attribution to the HIR method in a specific
year simply by restricting this averaging process to active projects in the State that year. In theory,
the model can also be used to predict attribution in future years (i.e., after 2020). However, this
corresponds to extrapolation outside the range of the data used to fit the model, and such
predictions should be interpreted with some caution since their validity depends entirely on the
linear attribution model specified above continuing to hold as the HIR method evolves. As
noted above, a more appropriate model for the attribution as more data are collected in
subsequent years is a sigmoidal growth curve. ‘Out of sample’ predictions, though always subject
to model specification error, would then be improved.
As an aside, we also note that the random effect in the attribution model captures mean level
values of the project-specific differences (between the observed and the counterfactual predicted
covers) and the contributions from the fixed effects in the model. It corresponds to the
difference between pre-start and post-start project-specific effects (e.g., changes in management
practice) and consequently is not a useful measure of relative project performance.

3.2.3. State-level attributions
The State-level attributions to the HIR method are shown in Table 3-5. These are calculated as
an average across all post-start observations, and also for the year 2020 alone. All the attribution
estimates are highly significant, as indicated by bootstrap significance levels that are zero to three
decimal places. 6 The bootstrap standard errors, as well as the error bounds for these estimates,
shown as the 2.5th and 97.5th percentiles of their bootstrap distributions (i.e., a 95 per cent
confidence interval), are quite tight.
These headline figures indicate that as of 2020 both the average effect, as well as the 2020
specific effect, of being in the HIR method is roughly twice as great in NSW as in Queensland.
This differential can be explained in part by the greater average age of projects in NSW.
However, the difference in average ages for the two States is 2.3 years which, based on the
Queensland attribution model, would only increase the Queensland estimates by just over 2.7
per cent. Most of the differential therefore seems due to other factors.

The bootstrap is a numerical resampling technique used to estimate the sampling distribution of an estimate.
Here we use a type of bootstrap called a semiparametric block bootstrap, with blocks corresponding to
projects. This is robust to autocorrelated errors within a project. See Appendix A for a more comprehensive
description.

6
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Table 3-5. Estimated program attributions as a percentage of pre-start average W+F cover
Bootstrap estimates
State/Period

value

Standard
error

Significance
level

2.5th
percentile

97.5th
percentile

NSW average post-program
start

13.275

0.426

0.000

12.424

14.090

NSW 2020

17.793

0.630

0.000

16.516

19.015

QLD average post-program
start

6.346

0.669

0.000

5.029

7.662

QLD 2020

9.497

0.928

0.000

7.662

11.332

Note:
Source:

3.3.

Estimated

The bootstrap method has been used to assess accuracy. In particular, the reported significance
levels are the proportion of bootstrap attribution estimates that are zero or less Small significance
values indicate an attribution that is significantly greater than zero.
AnalytEcon.

IS CHERRY PICKING AN ISSUE?
One of the issues of concern when assessing the effectiveness of the HIR method is the issue of
‘cherry picking’; i.e., that the projects used for this assessment somehow reflect a selection that is
not representative of all projects that might become involved in the program. For instance,
cherry picking would occur if the most promising or ‘prospective’ areas for regeneration entered
the program early, and later and future areas entering the project are increasingly less
prospective in terms of re-establishing forest cover. This is a concern for the management of the
HIR method as future benefits from entering the program would diminish, so that earlier
projections could not be generalised.
However, the argument about prospectivity is not one-sided since it is not just about returns
from early entry into the program. The value of entering the program is also more uncertain
early on, and opportunity costs will change over time with agricultural prices and production
costs. These effects could equally lead to a delay in the timing of when more prospective land
moves into the program. Either situation would bias our estimate of the effect of the length of
time a project has participated in the HIR method on the attribution.
Cherry picking, if it occurs, implies that the probability that a project enters the HIR method
early is related to the capacity of the CEA to be re-forested. This creates a self-selection bias,
since the explanatory variable in the attribution model corresponding to length of time in the
program then confounds two things: prospectivity and the length of time a project has
participated in the program. If this bias existed, the estimate for the ‘length of time’ coefficient
would be overestimated.
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3.3.1. Testing for cherry picking by reweighting early entry projects
Accounting for changes in prospectivity over time can be achieved by amending the attribution
model to allow for decreasing impacts due to lower prospectivity over time; e.g., by replacing the
zero-one program start term by a decreasing time trend. However, fitting such a non-linear
model requires post-start data over a longer time period than is currently available.
An alternative approach is to differentially weight the data used in the attribution analysis to
reduce the impact of post-start data for projects that entered the program earlier. These weights
reflect decreasing prospectivity associated with a later program entry, expressed as the inverse of
the decreasing probability that a more prospective project commences in later years. Effectively,
more prospective projects tend to enter earlier and so have larger entry probabilities and hence
smaller weights.
Details of the type of model used to estimate these start probabilities, and associated weights, are
provided in Appendix A. Separate models were fitted to NSW and Queensland project start
times. Their specifications and associated parameter estimates are also presented in Appendix
A.
We have considered two ways in which to use these weights to correct the potential bias in
estimated attribution due to projects that entered the HIR method earlier potentially being
more prospective. In the first approach, the weighting is applied separately to the pre- and poststart values of the differences between the actual cover values and the counterfactual predictions.
This approach depends on the probability model being correctly specified for both the pre-start
and post-start project times. That is, we have an appropriate measure of prospectivity as it affects
the decision to enter or to wait. The weighted attribution estimate calculated under this first
approach does not depend on the assumed attribution model. However, it is also well known to
suffer from high variability.
In the second approach, the weighting is only applied to the post-start predicted differences
generated by the attribution model. This is a more robust approach: even if the probability
model is not correct, the result remains valid so long as the attribution model is correct.
Conversely, if the probability model is correctly specified, then the result remains valid even if
the attribution model is incorrectly specified, as would be the case if in fact there is a decreasing
impact the longer a project is in the program. 7 This second weighting approach is typically more
precise than the first.

7

This property is known as double robustness (Kang and Schafer, 2007).
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We have compared these alternative weighting-based approaches and the original approach to
estimating the attribution; the results are summarised in Table 3-6. Table 3-6 shows that all
three approaches yield attribution estimates that are positive and not significantly different in
both NSW and Queensland. The first approach leads to a highly unstable NSW estimate and a
less unstable, but still highly variable, Queensland estimate. These results appear too unreliable
to be of much use as a diagnostic. The second alternative leads to much more stable estimates
in both States, though these are still less efficient than our original estimates. Since all three
approaches concur in terms of their estimated values we can therefore conclude that cherry
picking is unlikely in terms of early entry to the program.
Table 3-6. Comparisons of attribution estimates weighted to account for prospectivity-based
entry with original attribution estimates (Percentages of pre-entry average cover)
Bootstrap
State/test

Estimated
value

Standard
error

Significance
level

2.5th
Percentile

97.5
Percentile

NSW Average post-start

13.275

0.426

0.000

12.424

14.090

NSW Approach I

12.109

8.350

0.071

-4.740

28.847

NSW Approach II

13.553

0.704

0.000

12.146

14.942

Queensland Average
post-start

6.346

0.669

0.000

5.029

7.662

Queensland Approach I

6.065

1.252

0.000

3.583

8.590

Queensland Approach II

5.871

0.669

0.000

4.533

7.187

Note:
Source:

The bootstrap method is used to assess accuracy. In particular, the reported significance levels are
the proportion of bootstrap attribution estimates that are zero or less Small significance values
indicate an attribution that is significantly greater than zero.
AnalytEcon.

3.3.2. A permutation test
An alternative test to check for the effects of cherry-picking is a permutation test. A permutation
test is a more general test of causality of the treatment effect, which in this case are the activities
undertaken as a part of the program. These tests are frequently used in clinical trials to rule out
the possibility that, like cherry picking, people selected for treatment had a better chance of
recovery. In such a trial the labels ‘target’ and ‘control’ identify patients that have received the
treatment or the placebo, respectively. These labels are repeatedly randomly scrambled, and the
results recalculated. If the efficacy of the treatment is zero, then these labels are essentially
meaningless and the actual results of the trial (which depend on who actually received the
treatment, and who actually received the placebo) should look like a random draw from the
distribution of the scrambled results calculated using the permuted labels. On the other hand, if
there is a significant treatment effect, then the labels do matter, and a highly significant trial
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result would sit at the extreme upper end of this permutation distribution. That is, it would be
extremely unlikely to have occurred by chance.
Here we permute the start dates of projects to much the same effect, re-classifying pre- and poststart cover data to create a permutation distribution of attributions based on scrambled start
dates. By doing this, we are trying to rule out the possibility that the length of time a project
participates in the HIR method is unrelated to level of change in WF cover, and that time in the
program does, in fact, matter.
If there is no relationship, the calculated attribution should lie in the main body of this
distribution. However, if there is a significant positive effect of time in program then we would
expect to see the actual attribution value positioned at the extreme upper end of the
permutation distribution with an extremely small significance value. We also expect that if there
was cherry picking, the resulting downward bias should lead to a larger number of permutations
that generate attributions greater than those based on the actual times in program, and hence a
more moderate significance value.
The results are summarised in Table 3-7. We see that the significance levels are extremely
small. Both attribution results for NSW are above the 99.5th percentile of their permutation
distributions, as is the 2020 attribution for Queensland. Furthermore, the average Queensland
attribution is above the 98th percentile. We therefore again conclude that cherry picking is
unlikely for the HIR data that we used in our analysis and that these data also indicate the
presence of a significant positive attribution.
Table 3-7. Permutation test results for NSW and Queensland attributions (as percentages of
pre-entry average cover)
Key permutation distribution percentiles and
significance level
State

Actual
estimate

2.5th
percentile

50th
percentile

97.5th
percentile

Significance
level

NSW Average post-start

13.268

4.763

9.166

12.972

0.002

NSW 2020

17.787

5.911

11.837

17.067

0.001

Queensland Average
post-start

6.347

-2.408

2.392

7.207

Queensland 2020

9.501

-2.356

3.305

9.167

Source:

0.018
0.003

AnalytEcon.
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4.

FUTURE CONSIDERATIONS
The analysis presented here provides firm evidence that the HIR method has resulted in
significant increases in WF cover in the arid and semi-arid regions of NSW and Queensland.
The question of what drives differences in the performance of individual projects, be it natural
conditions or management, may be the most critical. The difference between NSW and
Queensland is clear from the results set out in Table 3-5, bur the reasons behind it are not, and
they cannot be resolved on the basis of spatiotemporal correlation alone. But, as the following
discussion makes clear, there is considerable variation in project performance between states as
well.

4.1.

DISTRIBUTION OF PROJECT LEVEL ATTRIBUTIONS
We can calculate the distribution of average within-project residuals from the fitted attribution
model as a means of comparing project performance. First, we note that the post-start residuals
generated by the attribution model are residuals relative to the predicted differences between the
actual and counterfactual observations. A positive residual indicates an increase in WF cover that
is greater than the overall average when compared to projects that have been in the programs the
same length of time. The converse is true for a negative residual.
We are not particularly concerned with individual residual values but rather with systematic
differences in these residuals between projects. In particular, we are concerned with projects that
consistently perform better or worse than the average. We can look at these systematic
differences as either fixed, in an analysis of variance framework, or as random effects. Since we
are not trying to explain the residuals, it does not really matter which modelling approach we
take, although the former may be easier to follow.
First, the average residual is calculated for every project over the years it has been in the program.
This can be expressed as a percentage of the pre-start WF cover for each project. The
distribution of these scaled average residuals is then centred around the overall average
attribution. The results are shown as histograms for each state in Figure 4-1. The vertical axis is
the count of projects in each bin while the horizontal axis is defined by the bin averages of the
project performance measures, i.e., the scaled average residuals centred about the overall average
attribution.
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Figure 4-1. The distribution of project performance measures

Note:
Source:

The vertical axis indicates the number of projects in each bin and the horizontal axis reflects the
variation in the bin averages of the scaled average attribution residuals centred around the overall
average attribution for each State.
AnalytEcon.

The sample sizes for the different projects are small but so is the within-project variability in the
attribution residuals. Most of the variation is systematic; that is, between projects, rather than
within projects. A one-way analysis of variance (ANOVA) test indicates that the variance between
projects accounts for roughly 80 per cent of the variability in the attribution residuals in NSW
and in Queensland (Table 4-1). Table 4-1 shows that differences in project performance are
highly significant, as indicated by the value of the F-statistic. The sums of squares apportion the
variation attributable to the differences between projects (Project) and due to variations over time
within projects (Residual). The mean sum of squares values are used to construct the F-Statistic.
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Table 4-1. One-way ANOVA analysis of the attribution model residuals
State / Source
NSW

Sum of squares

Mean sum of
squares

F-Statistic = 33.56

Project

71

9.909

0.140

Residual

543

2.258

0.004

QLD

F-Statistic = 28.54

Project

50

6.700

0.134

Residual

295

1.385

0.005

Notes:
Source:

4.2.

Degrees of freedom

Analysis of variance (ANOVA) is used to determine if the results of an experiment are significant by
splitting observed aggregate variability into systematic and random components.
AnalytEcon.

DISPERSION IN PROJECT PERFORMANCE
Figure 4-1 suggests that there is considerable dispersion in project performance in NSW and
Queensland. While almost all the projects have a positive impact in NSW, there are a substantial
proportion of projects in Queensland that appear to have had a negative impact. There are a few
projects in NSW and Queensland that appear to be performing very poorly and may warrant
ground-based investigation, noting that not all factors are under management control. Lastly,
there are quite a few projects in NSW and Queensland that appear to be preforming well above
average, so this too is worth investigating directly.
What in fact is driving these differences, specifically the question of to what extent they are due to
project location or management or simply errors in the land management data is an interesting
question and may be a fruitful area for future investigation.
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APPENDIX A METHODOLOGICAL FRAMEWORK
A.1. BACKGROUND
The analysis of any data set with the aim of assessing the impact of an intervention depends on the
basic realization that there are two distinct potential outcomes that are of interest, only one of which
can be observed at a point in time for any unit of study. These are the value of the variable of
interest given the unit has been subjected to the intervention by that time and the value of the same
variable given that the unit has not been subjected to the intervention by that time. The difference
between these values is a measure of the impact of the intervention for that unit. The average of
these differences over a study population and over the time period of interest is usually referred to
as the "Average Treatment Effect", and when compared with the corresponding average for the
variable of interest given that no unit in the population is ever exposed to the intervention provides
a measure of the overall impact of the intervention for the population, sometimes referred to as the
attribution.
In reality, one can never observe the value of the variable of interest for a unit given that it has
simultaneously been exposed and not been exposed to an intervention. The data set will contain
some values for units that have been exposed and some for units that have not. The value that is
"missing" for a particular unit is called its counterfactual, and all methods for analysing intervention
impact rely upon some method for predicting the value of this counterfactual, either implicitly or
explicitly. See Rubin (1980). The methodological framework that we use to assess the impact of the
NSW and Queensland operation of the Human induced regeneration (HIR) method is based on
this approach.

A.2. A MODEL-BASED APPROACH TO ESTIMATING IMPACT
Let
denote a vegetation measurement for project i at year t and let I(A) denote the indicator
function for event A, i.e., I(A) = 1 if A is true and is zero otherwise. Then we can write

where
denotes the year when project i becomes part of the HIR method,
denotes the
vegetation measurement for project i at year t assuming project i is not part of the program at year t
and
denotes the vegetation measurement for project i at year t assuming project i is part of the
program at year t. By definition, for any project i and any year t we can only observe
or
.
Now suppose that we have access to a vector of spatio-temporal covariates z with value
when
and value
when
that should correlate with vegetation growth at the site of project i
that should happen "naturally", i.e., without involvement in the program. Furthermore, suppose that
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(1)

while

.

Here
and
are functions that characterise changes in
and
as the
covariate z changes,
is a project specific random effect,
and
are project by year specific
independent random errors and
is the effect of the program on vegetation in project i in year t.
where is an unknown parameter that controls how the effect changes
Typically
over time. The average value

is the intervention impact of interest for the program. The project-specific random effect
is
represents the inherent capacity for re-vegetation at the site of project i as well as the specific
management practices for encouraging re-vegetation at the site post program entry. In contrast, the
project by year specific error terms reflect year to year variability (e.g., weather and climate impacts)
on re-vegetation progress at the site that are not "explained" by corresponding changes in the
covariates
and
respectively.
We refer to the model for
specified in (1) above as the Control Model and note that it applies
to all values of
from projects prior to them being included in the program. Standard statistical
methods can be used to compute estimates
and
for
and
respectively
using these data, and in our analysis we have adopted a linear specification for
.A
common approach is then to define an unconditional counterfactual for
as

and estimate
from the differences
between the observed values
estimated counterfactuals. This can be done by fitting the model:

and these

(2)

to these differences, where the values
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are modified project by year specific error terms. However, this approach can be inefficient since
for projects following their entry into the program is typically
variability in the values of
swamped by variability in the project-specific random effects , making estimation of
using (2)
difficult.
The approach based on modelling
ignores the fact that our fit of the Control Model (1) also
provides access to the estimates
for the project-specific random effects. Under the assumption
that these project-specific effects are not changed by entry to the program, an assumption that is
also implicit in the use of
as an estimate of
in (2), we define the conditional
counterfactual for
as

and estimate

from the differences

by fitting the model

(3)

where
is a modified site-specific random effect with typically much smaller variability
than . Note that the main contributor to variability in the
will be variation in management
practices for encouraging re-vegetation following program entry.
We refer to (3) as the Attribution Model and note that fitting it requires specification of the
function
that specifies how the impact of entering the program varies with length of time in
the program. One obvious specification is
, i.e., there is a one-off effect from a project
entering the program. A more intuitive specification is a growth curve specification, where there is
initially very little effect from entry then the effect increases sharply and finally plateaus. Although
investigation of this type of model seems worthwhile, it does require many more years of data than
are currently available for analysis of the HIR method. Consequently we adopt a compromise
specification, where there is allowance for an initial effect associated with program entry and then a
linearly increasing effect post-entry. Clearly this model's usefulness for any sort of long-term
prediction of the impact of the HIR method needs to be carefully qualified, but its usefulness for
allowing for simple temporal dynamics in program effects over the (relatively) short post-entry
periods associated with projects currently in the HIR method seems clear. As a consequence, we
assume that

(4)

The preceding development leading up to the definition of
Attribution Model (3) is replaced by

(5)

.

remains unchanged, but now the

.
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Estimation of
and
can then be carried out by fitting a linear model with a random project
and
to the values of
. Let
and
effect and with fixed effects
denote the estimates of these parameters from this fit. The estimated value of , which we refer to
as the attribution for the program over the period covered by the data, is then

where

(6)
.

A.3. ALTERNATIVE ATTRIBUTION ESTIMATES THAT ALLOW FOR
ENTRY BIAS
An issue of concern when assessing the impact of any intervention is the potential for self-selection
bias. That is, entities that volunteer for the intervention are somehow systematically different from
those that do not. In the context of the HIR method this translates into concern about "cherry
picking", i.e., projects that enter the program early are more susceptible to be exposed to beneficial
conditions while in the program than those that enter later, thus exaggerating the overall attribution
from the program.
In order to allow for this possibility we calculate two other measures of attribution that explicitly
attempt to control for this potential source of bias. Both depend on modeling the probability of
program entry as a function of the spatio-temporal covariates z. In particular, we fit a linear-logistic
model in terms of these covariates to the probability
that
(observation from at or after
program entry) vs. the probability
(observation before program entry) that
. This is

(7)

where
is an intercept parameter,
is the vector of parameters associated with the covariate z,
is the parameter for a dummy variable corresponding to project i, and

.

Note that the components of z corresponding to non-zero values in are determined by a stepwise backward elimination search. Let
denote the estimated probability that in year t project i is
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part of the program. This is typically referred to as the propensity score generated by (7), see
Rosenbaum and Rubin (1983). The first alternative attribution measure that we compute is the
"inverse propensity weighted" estimate of the attribution. This is a semi-parametric estimate that
does not depend on the attribution model (5) and is given by

(8)

where

and

.

The motivation for (8) is that it represents the difference between an inverse propensity weighted
estimate of the overall average of the
based just on projects after they enter the program (the
first term on the right hand side) and a corresponding estimate based just on projects before they
enter the program (the second term on the right hand side). Since the expected difference between
these two estimates should be the impact of the program, (8) can therefore be viewed as an
alternative attribution measure.
However, (8) suffers from two drawbacks. The first is that the use of variable inverse propensity
weights leads to increased variability in (8) compared with (6), and the second is that it does from
not allow for potential systematic changes in the behaviour of
pre- and post-entry. These are
characterized by the attribution model (5), which assumes a baseline zero value prior to entry and
linear growth post-entry. An alternative inverse propensity weighted attribution measure that
depends both on (5) and the program entry propensity model (7) is

(9)

.

The measure (9) above is "double robust", in the sense that it is valid provided either the assumed
model (5) for
is correct or the assumed model (7) for
is correct. See Bang and Robins
(2005) and Kang and Schafer (2007). In contrast, the validity of the estimate (6) is based on the
assumption that the model (5) for
is correctly specified and that the distributions of
and
are independent. Conversely, the validity of the estimate (8) depends on the model (7) for
being
correctly specified. Furthermore, although (9) involves inverse propensity weighting, the fact that it
only depends on data post-entry (like EDB) means that it has less variability than (8). It is usually
the case that model-dependent measures like EDB defined by (6) have smaller variability than
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(partially) model-free measures like IPW, defined by (8), with so-called "model-assisted" measures
like LDB defined by (9) typically having variability somewhere between these two. In any case,
calculating all three measures provides an insight into their important sources of variability, with
agreement between EDB and LDB implying that selection effects are of marginal importance.
An important practical issue with calculating either IPW or LDB is that the weights defined by
inverting the estimated probabilities of program entry can be extremely skewed if these
probabilities are close to zero. This has the unfortunate consequence of destabilising these
estimates, with IPW typically the estimate most impacted. To minimise the impact of such extreme
weights, it is usual practice to modify them so that no single weight can be so large as to essentially
determine the value of the estimate. In the context of the analysis reported here we "winsorized" the
top 0.1 per cent of the weights used in an estimate, replacing them by the largest weight in the
remaining 99.9 per cent of the weight distribution and then rescaling these modified weights to
recover their original sum.

A.4. INFERENCE FOR ATTRIBUTIONS
The three attribution measures defined previously are complex functions of the original coverage
data, and are modeled as having a two-level nested structure with project by year random errors
nested within project random effects. Consequently, we use a semi-parametric block bootstrap
(Chambers and Chandra, 2013) for calculating standard errors and confidence intervals for these
measures. This bootstrap uses within project sampling to recreate project by year errors and
independent between project sampling of marginal errors to recreate project random effects. These
are then combined with the model (5) to define the bootstrap values of
for all projects and all
years. This process is repeated a large number (10,000) times to generate distributions for the
resulting values of EDB, IPW and LDB, and bootstrap standard errors and confidence intervals
are then "read off" from these distributions. Bootstrap p-values, i.e., one minus the proportion of
bootstrap attribution measures greater than zero, can also be calculated, and are an indication of
whether the calculated attribution is significant, with bootstrap p-values less 0.05 typically taken as
an indication of significance.
A second non-parametric test of whether the attributions do in fact reflect "real" intervention effects
was also carried out. This test is a standard feature of the evaluation of clinical trials data, and is a
permutation test. Here the program entry years for the different projects are randomly
permuted and values of
defined by these permuted entry times (which then require refitting
the Control Model) are used to recompute the attribution measures. If in fact there is no
intervention effect (i.e., effect due to entering the program) then arbitrary allocation of entry times
should have no effect. This is done a large (10,000) number of times. In this case, the inferential
statistic is the probability of observing a value as large or larger than the one originally computed in
the permutation distribution. This probability is usually referred to as the permutation p-value for
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the corresponding attribution measure, and small permutation p-values (typically less than.05) are
often used as a signal that the calculated attribution is significant.

A.5. MODEL FITS FOR PROBABILITY OF PROGRAM ENTRY
The following tables show the models that were used to define the estimated probabilities (often
for the HIR data 1988 – 2020 for Queensland and for NSW
referred to as propensities)
separately. Note that the models included dummy fixed effects for the different projects in each
state but the parameters for these dummy effects are not reported here.
Table A-1. Logistic probability models for NSW and Queensland
Covariate

Parameter

StdError

|t-val|

Intercept

-29.764

2.286

13.022

Excluded Woody Count

-0.750

0.073

10.314

Ring 1.1 Woody + Forest

0.223

0.110

2.032

Ring 1.2 Woody + Forest

0.327

0.098

3.326

Ring 1.3 Woody + Forest

0.522

0.148

3.518

Ring 2.1 Woody + Forest

-0.297

0.117

2.550

Ring 2.3 Woody + Forest

-0.316

0.133

2.378

Ring 2.4 Woody + Forest

0.763

0.122

6.239

Ring 2.5 Woody + Forest

-0.408

0.118

3.470

Ring 2.8 Woody + Forest

0.223

0.111

2.002

Ring 3.1 Woody + Forest

0.526

0.155

3.386

Ring 3.4 Woody + Forest

0.281

0.117

2.396

Ring 3.6 Woody + Forest

0.535

0.124

4.305

Ring 3.7 Woody + Forest

0.954

0.241

3.958

Intercept

-5.907

1.836

3.217

Excluded Open Count

-0.436

0.126

3.438

Excluded Woody Count

-0.366

0.072

5.061

Ring 1.1 Woody + Forest

0.621

0.108

5.738

Ring 1.2 Woody + Forest

0.308

0.092

3.364

Ring 1.3 Woody + Forest

-0.633

0.094

6.767

Ring 1.4 Woody + Forest

0.271

0.086

3.156

Ring 1.5 Woody + Forest

-0.549

0.123

4.482

Ring 1.6 Woody + Forest

-0.353

0.096

3.672

Ring 2.1 Woody + Forest

-0.746

0.131

5.717

New South Wales (72 projects)

Queensland (51 projects)
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Covariate

Parameter

StdError

|t-val|

Ring 2.5 Woody + Forest

0.838

0.129

6.511

Ring 2.6 Woody + Forest

0.874

0.158

5.534

Ring 3.1 Woody + Forest

-0.425

0.125

3.390

Ring 3.2 Woody + Forest

-0.216

0.084

2.571

Ring 3.5 Woody + Forest

0.423

0.134

3.155

Ring 3.6 Woody + Forest

-0.551

0.155

3.557

Source:

AnalytEcon.
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